Introduction
This assignment focuses on data creation, management, processing and analysis of an ecommerce database employing mySQL to populate a relational database, additionally it loads the database from SQL into an Interactive Python Notebook for further analysis using a SQL to python connector, this assignment also explores machine learning 	capabilities utilising Scikit-learn, the aim of which is to demonstrate how structured data can be transformed into meaningful insights that can inform future business decisions, to do so an ecommerce domain dataset was created in SQL with Customers, Products and Orders tables being inserted and linked through primary and foreign keys forming a relational structure, the tables were populated with realistic data that simulates a retail sales / ecommerce environment this data enabled meaningful queries, analysis and predictability, Once the SQL database was established, the tables were then imported into Python using SQL Alchemy as a connecting engine (Bayer, 2012), this raw data could then be utilised by libraries such as matplotlib (Hunter, 2007), pandas, numpy and seaborn, pandas and NumPy (Harris et al., 2020) provide the library for data manipulation and numerical analysis, while Matplotlib and Seaborn allow for clear visualisations that support exploratory data analysis and interpretation, Waskom (2021) states that Seaborn "provides a high-level interface to matplotlib and integrates closely with pandas data structures," making it well-suited for “understanding your data” (Seaborn 2021)

Database Design
The database for this project uses a relational structure to accurately represent relationships within an ecommerce environment, the core tables were identified:  Customers, products and orders, how the relational structure works is the orders table acts as a junction between customers and products, using foreign keys (customer_id & product_id) to link every purchase to the correct customer and product, this ensures referential integrity across the database. The structure reflects a real-world database as it includes essential features that would contribute to the whole data of a completed sale. The database was populated in MySQL Oracle (2026) which provides efficient storage and querying capabilities.

The customers table stores essential customer information, such as the customer_id primary key, name, email address, location and signup date these attributes are important to the business as to analyse purchasing habits across different customer groups and regions, one insight that could be made is that if a location like London has a higher average order quantity / product price purchased it may indicate that location has a potential for higher average revenue and will inform future insights into store location if the company decides to expand / open new stores. The product table contains a product_id primary key alongside product name, category and price. Enabling the analysis of product performance and revenue generation, the orders table links customers products through the customer_id and the product_id foreign keys, it also includes quantity and order date, these are essential for calculating revenue and understanding sales trends.

Primary keys auto increment to ensure identifies are unique for each record, while foreign keys enforce relationships between tables. Data types such as VARCHAR were listed for longer length text, INT for identifiers (numbers) and decimal for monetary values with 2 decimals max to be in line with cash formatting and DATE for timestamps, these data types ensure accuracy and efficiency in data storage, foreign keys additionally prevent referencing incomplete or inconsistent data, an order will not reference a customer that doesn’t exist.

Data Generation
After designing the relational database, the next stage involved generating and populating the data, this was done using MySQL Command line client, each table (Customers, products and orders) were filled with realistic entries that’d simulate an ecommerce environment, it strictly followed the requirements of the brief and has 50 rows within each table to ensure there’s enough information for a varied dataset, data was inserted manually using INSERT statements as shown in Figure 1, it was then important to verify information was correct by using SELECT COUNT(*) FROM customers, products, orders; this will display the contents of each table as to enable the confirmation that each table has the expected number of rows, once verified the data can be used to support queries, analysis and machine learning.
Figure 1: 
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The customer's table was populated with a range of customer profiles including unique names emails and locations within the UK; this supports geographic analysis and shows a breakdown of customers spending habits in different locations. The products table includes a selection of items across many categories, each have realistic pricing that reflects an expected real-world cost, The orders table was populated with transactional records which link customers to products through foreign keys, each order has a quantity and an order date which can show cumulative revenue over time as shown in figure 2.

The data that populates the database is of high quality and enables SQL querying, data merging and exploratory data analysis.
Figure 2:
[image: ]

SQL QUERYING
Basic Retrieval:
With the database populated and verified, a series of SQL queries were written to extract meaningful business insights. Each query addresses a specific business question and demonstrates a different SQL capability.
[bookmark: _Int_4oKNaZsm]This query retrieves all information in the rows and columns from the customers table, it’s used to ensure that the dataset has been populated correctly and that all customer attributes are showing as expected, this query is essential before performing further analysis, as non-existent data will not give any insights.
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Aggregation COUNT ()
This query uses the COUNT() function to calculate the total number *of orders in the dataset, it provides an overview of the dataset size that helps to validate that the orders table meets the assignments requirement of containing at least 50 rows, this is an important query as it enables business insight this shows overall sales volume, the same can also be done for other tables, filtering total product and total orders..
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Filtering 
This query filters the customer’s dataset to show only those located in a specific location, the WHERE clause isolates the location to only specific results found within the table such as ‘Manchester’, any other location outside of this will not be counted, this data could be used to target customers in specific regions for marketing purposes, if a new location is opening up in Manchester, customers who’ve purchased from a Manchester Location can be added to a mailing list for targeted advertising.
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Join Query
A JOIN query combined customer details with order quantities, filtered to show customers who ordered exactly two items for example. Where o.quantity = 2; it will only display customers who have ordered EXACTLY 2 items displaying their name email and location alongside it, this identifies repeat buyers who could be targeted for loyalty rewards. To widen the range of order quantity o.quantity could be >= 2; this will display any customer that has ordered 2 or more items. 
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[image: ]Aggregation + Join query with a Window Function
This query uses SUM() and RANK() OVER to rank products by total revenue. This helps identify top earners for inventory planning high-demand products can be restocked, while low performers may need price adjustments. the window function ranks them from highest to lowest earning products, business insights can be made as it identifies not only the products that make the company the most total revenue but also it shows stock levels and can influence them, if an item is in high demand it will have a large order quantity and therefore dependant on the timeframe these sell in and the original stock level the business can choose to increase the level of stock or reduce the level of stock if items are infrequent sellers or even reduce their price if the profit margins are already high in an effort to garner interest[image: ]
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Subquery
This is a subquery, this query identifies products that are above the average price of all total product and filters the product table to return only the items that are above the average, for a business this can help them identify their higher than average valued premium products they stock.
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Data Loading & Merging

After creating the SQL database, populating and querying it the next stage involved loading the data into an interactive python notebook for further analysis including machine learning, to load the data into ipynb this was achieved using SQLAlchemy which acts as a connecting engine between MySQL and Python, The tables were loaded into separate Pandas data frames using the pd.read_sql() function.
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To create a single dataset the tables were merged based on their relational keys (orders, customers, products) Orders was merged with customers on=”customer_id") then merging with products, on="product_id"). This provided a comprehensive view of the dataset where each  row represented individuals orders, with their corresponding customer details and product information, column names were renamed for clarity as there were naming conflicts, the customers table became ‘customer_name’ and the name column from the products table became ‘product_name’
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After the merge was complete df.isnull().sum() was used to check more missing values across all columns, the check resulted in zero null values being identified, this indicates that the merge not only preserved the data but that the integrity of the data was maintained as the SQL database was populated with complete data with no null values.

The dataset was also exported to CSV for the machine learning stage, also acting as a backup.
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Exploratory Data Analysis (EDA) was then conducted to uncover relationships and trends within the e-commerce data, EDA is an approach to analyzing data sets to summarize their main characteristics and is an essential step before machine learning, as it can highlight potential issues that need to be remedied before doing so, to start df.describe() was used on the database, this generates a summary of statistics showing data distribution, total count for rows, the mean, standard deviation and the minimum and maximum values, The mean product price was £422, consistent with the earlier SQL subquery that filtered products above the average and only records £449 and greater than this are shown with our AVG price subquery.
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As a part of the Exploratory Data Analysis, customer behaviour was examined using Matplotlib (Hunter, 2007). Hunter states that the library “supports major 2D plot types and interactive graphics, including xy plots, bar charts, pie charts, scatter plots” accordingly geographic location and cumulative sales data were plotted in a bar chart and a cumulative line chart as they are supported by matplotlib, this visualisation displayed the number of customers in each city, revealing the locations with the highest concentration of customers, from a business perspective this geographic breakdown is valuable as it can inform where to focus marketing efforts, if regions are underperforming they may need additional promotion, or if there’s a high disparity between total customers and cost per customer (lower rent within one area but high foot traffic) this may inform future expansions into these areas as they may be more profitable, additionally the cumulative line chart is successful in showcasing sales growth within the business, an insight that can be made is that between 2023/04 and 2024/01 sales growth was steeper comparatively to 2024/01 onward where the cumulative revenue line shows a noticeable flattening. This suggests that after an initial period of rapid growth possibly driven by a successful product launch, seasonal demand, or an expanding customer base the rate of new sales slowed. From a business perspective, this could indicate reduced marketing effectiveness, or a shift in consumer behaviour. Recognising these turning points is critical, the business could investigate what drove the early growth and whether those strategies can be reactivated, or alternatively, explore new product lines or markets to gain faster upward momentum.
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Machine Learning
A Linear regression model from scikit learn (Pedregosa et al., 2011) was selected to predict order values. Pedregosa et al, state "Scikit-learn is a Python module integrating a wide range of state-of-the-art machine learning algorithms for medium-scale supervised and unsupervised problems" this is perfect for the use case as it’s being utilised by a small database.

The data was pre-processed by dropping id and text fields as Linear Regression requires meaningful numerical input, the target variable was created as df["total_value"] = df["quantity"] * df["price"] The aim was to demonstrate how structured ecommerce data can be transformed into a predictive model that supports business decision‑making. 

With the dataset cleaned by dropping irrelevant fields the data was split into a train and test split (x & y) x being input features and y being the predicted value. The data was split 80/20 for training and testing. After training, predictions on the unseen test set yielded MAE: 12.91(On average predictions were off by £12.91) RMSE: 18.32, and R2: 0.9973, (suggests near perfect accuracy) the model learned relationships between input features and order value.

After the model was trained predictions were made and compared against actual values, the Performance of the prediction was evaluated using Mean Absolute Error, Root Mean Squared Error and the R2 Score which together measure accuracy. 
A scatter plot was produced to visualise the relationship between actual and predicted values, with points close to the diagonal line indicating strong predictive accuracy. A bar chart comparing the first ten predictions further illustrated how closely the model’s outputs aligned with real order values.

The machine learning model demonstrates that ecommerce data can be used to predict order-level revenue with a high level of accuracy. Supporting decision making for pricing and stock levels.
Conclusion
Overall, this assignment successfully demonstrates how SQL tables can be populated with meaningful data that can be managed and transformed into valuable business insights, from the start to the end of the data lifecycle, a relational MySQL database was designed and populated with realistic customer, product, and order information, enabling reliable querying and exploration. Loading the data into Python allowed for further analysis using Pandas, NumPy, Matplotlib, and Seaborn, revealing trends in customer behaviour, product performance, and revenue growth. Linear regression model utilising Scikit‑learn showed predictive capability for estimating revenue which highlights how machine learning supports decision‑making around pricing, stock levels, and marketing efforts. Overall, the project demonstrates the value of combining SQL, Python, and ML techniques to extract insights from structured business data.
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INSERT INTO customers (name, email, location, signup_date)
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order_id customer_id productid quantity price
count  50.00000 50.00000 50.00000 50.000000 50.000000
mean  75.50000 25.50000 25.50000  1.140000  422.600000
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customers = pd.read_sql("SELECT * FROM customers™, engine)
products = pd.read_sql("SELECT * FROM products”, engine)
orders = pd.read_sql("SELECT * FROM orders", engine)
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- Order products by total revenue generated and assign a rank to each prodi
SELECT

p.name AS product_name,

SUM(o.quantity) AS total guantity_sold,

SUM(o.quantity * p.price) AS revenue,

RANK() OVER (ORDER BY SUM(o.quantity * p.price) DESC) AS revenue_rank
FROM orders o
JOIN products p ON o.product_id = p.product_id
GROUP BY p.product_id;
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-- Display products that are above the average price of all products

SELECT name, price

FROM products
WHERE price > (SELECT AVG(price) FROM products);
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-- Display customers from specific location
SELECT name, email, location

FROM customers

WHERE location = ‘Manchester"
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df.to_csv("ecommerce_dataset.csv", index=False)
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-- Display total number of customers
SELECT COUNT(*) AS total_customers
FROM customers;
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-- Display customers information by total orders guantity
SELECT c.name, c.email, c.location, o.quantity

FROM orders o

JOIN customers ¢ ON o.customer_id = c.customer_id

WHERE o.quantity >= 2;
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INSERT INTO products (name, category, price)
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-- Display products that are above the average price of all products

SELECT name, price
FROM products
WHERE price > (SELECT AVG(price) FROM products);
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df = orders.merge(customers, on="customer_id").merge(products, on="product_id")

df = df.rename(columns={
"name_x": "customer_name",
“name_y": "product_name"

)]

print(df[["customer_name"”, "email", "location", "quantity", “product_name"]])
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INSERT INTO orders (customer_id, product_id, quantity, order_date)
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Display all customers
SELECT * FROM customers




